SpliceCenter Databases
SpliceCenter data is stored in two mysql relational databases: Gene, and Microarray.  The Gene database contains the splice variants for the known genes of several organisms.  The splice variant data in the Gene database includes the exon structure of each variant mapped to genomic coordinates.  The Microarray database contains probe target locations for common commercial microarray platforms in genomic coordinates.  
Gene Database

The Gene database is a hierarchical, normalized representation of gene structures.  Genes contain Variants, Variants contain Exons, and Exons have ExonPositions.  Genes are identified by the unique GenBank gene ID and separate tables identify symbols and aliases related to a gene.  Nucleic and protein sequence for each variant is also stored in the database.  Finally, a consensus splice model of each gene is stored in the SubExon table.   
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Precursor databases

The work of Ari Kahn, Barry Zeeberg, and Hongfang Liu laid the foundation for the current splice variant database build process.  Dr. Kahn and Zeeberg developed a splice variant database, EVDB [5], which was based on NCBI Evidence Viewer [8] data.  EVDB demonstrated the merits of constructing a repository of distinct splice variants that included each variant’s exon structure in chromosomal coordinates.  It also identified gene families originating from alternate promoters of a single gene.  The EVDB build process ultimately became very difficult to maintain due to its dependence unsupported NCBI files and spidering of NCBI websites.  Subsequently, Dr. Liu and Zeeberg constructed a unique transcript database for AffyProbeMiner[4].  The techniques for obtaining and aligning transcripts developed for the AffyProbeMiner build and its methods of assuring transcript quality have been incorporated into the current SpliceCenter database build process.      
Gene database build process

The Gene database is constructed by an automated build process written in Java.  All Full-length mRNA transcripts from RefSeq[10] and GenBank[9] are aligned to the source organism’s chromosomal sequence with BLAT[6] to determine the exon structure of expressed genes.  Large gaps in the alignment of transcript to chromosome indicate the exon boundary positions in the transcript.   This technique is applied to all of the transcripts of a gene in order to identify the unique splice variants of the gene.
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The GeneBuild program collects data from several external sources and performs a series of data processing steps to produce the Gene database.  The following sections describe the processing steps performed by GeneBuild.  

GeneBuild Step 1 – Setup and Gather External Data
A runtime parameter to the GeneBuild process indicates the organism for which the build should be performed.  Much of the configuration used by the build process (ftp sites, directories, QA thresholds, gap sizes, etc.) is read from an external properties file to enable easy changes to build options.  Next, the program clears and creates working storage directories and then retrieves external data needed for the build.  The location of external data is configurable.  Currently, all external data is obtained from ftp.ncbi.nih.gov.  Chromosomal sequence is obtained from  /genomes/<organism>/Assembled_chromosomes.  RefSeq mRNA transcripts are retrieved from /refseq/release/complete (note: this directory contains all mRNA transcripts and is not organism specific).  GenBank transcripts are retrieved from /genbank with an organism specific file prefix (e.g. pri for H_sapiens).  This data is maintained in gzip format in local storage.  The ftp download time is a significant portion of build processing time so timestamps / sizes of files are preserved and checked prior to download.  Only update files will be downloaded.
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In addition to chromosome and transcript data, the GeneBuild program obtains several NCBI Gene data files to assist with transcript assignment to genes.  The gene_info.gz and gene2accession.gz are retrieved from /gene/DATA/ on the NCBI ftp server.  The gene2accession file can be used to map transcript accession numbers to NCBI gene ids.  The gene_info file is used to get the symbol, aliases, and chromosomal location of the genes.  Finally, the mapview file seq_gene.md.gz  is retrieved from /genomes/MapView/Homo_sapiens/sequence/current/initial_release.  The mapview file is used in to locate a preferred location for transcripts that align equally well to multiple chromosomal locations.  This is uncommon but important in constructing a coherent model for some genes.
GeneBuild Step 2 – Load Gene Information
The build process creates a set of temporary tables that are used for the build process but are not part of the production Gene database.  These tables are loaded from the data obtained from NCBI Gene.  Data for the target build organism is extracted from the gene_info file to construct a gene to chromosome mapping in the gene2chr table.  The gene2accession file is also parsed to find transcript accession to gene id mapping for the target build organism and are stored in gene2acc.  Finally, the mapview file for the target organism is parsed to obtain “GENE” records that indicate chromosomal locations for genes.  Note: some organisms have multiple GENE records per gene so the appropriate source must be selected to match the NCBI genome build (e.g. “reference” for human rather than Celera entries).
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After the temporary tables are created, some of the production data tables are populated using the gene_info file.  A descriptive entry for this organism is added to the Organism table.  The Symbol table is loaded with the mapping of gene symbol (e.g. HGNC symbol for human genes) to NCBI gene id (Entrez gene id) mapping.   The Alias table is loaded with all alias symbols in the gene_info file and the Ensemble symbol.  
Finally, a reorganization of a few genes is performed using a manually created Gene Family file.  NCBI Gene treats a few gene families as separate genes that we feel are actually splice variants of a single gene.  For example, PCDHA1 through PCDHA13 are the product of alternate splicing of a single gene.  These are identified via a report produced by the build process that looks for genes that overlap.  A manual curation is then performed to investigate and identify gene families that should be merged into a single gene model.  When these are identified, they are added to the Gene Family file and this step of the build process alters the gene2acc mapping to merge the associated transcripts into a single gene.  All previous symbols associated with splice variants are added as aliases to the merged gene family.
GeneBuild Step 3 – Extract, Parse, Filter Transcripts
The RefSeq and GenBank sequence data gathered by the build process contains a variety of records.  The goal of the build process is to identify alternative splice forms by aligning transcripts to the genome.  To achieve this goal, it is necessary to select only mature mRNA transcripts with good sequence quality.      
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RefSeq RNA sequences in genbank format are stored as gzip files in the local /build/RefSeq directory.  The build process uses the Java GZIPInputStream class to read directly from the compressed files.  The Open Source BioJava classes are used to parse GenBank format sequence files.  In order for a sequence to be accepted for further processing by GeneBuild, the sequence must meet the following criterion:

· The ORGANISM tag must identify the sequence as belonging to the target organism.
· The TYPE tag must identify the sequence as mRNA.

· For RefSeq, the sequence accession must start with ‘NM_’.  We do not use predicted or model sequences.

· For GenBank, the DESCRIPTION tag must identify the sequence as ‘complete sequence’, ‘complete CDS’, or ‘complete coding sequence’.  Transcripts without one of these descriptions are accepted if they contain a CDS section that identifies a coding start/stop position.  In this case, the sequence must also contain canonical start/stop codons at the indicated positions.

Accepted sequences are written to the /build/<Organism>/trans director as individual FASTA files.  In addition, an entry is made in the temporary build table for each accepted transcript.  This table contains metadata extracted from the sequence file (Accession, Version, Start/Stop Coding Position, Protein Translation, Poly(A) sites, etc.) and is used to track that status of each transcript as build processing progresses.   Finally, the gene information from NCBI Gene sources gathered in Step 2 is used to associate each transcript with a gene and to identify the chromosomal location of the gene.
GeneBuild Step 4 – Align Transcripts to the Genome

The exon structure and splicing variation of genes is identified by using BLAT to align transcripts to chromosomal sequence.    GeneBuild queries the build table to create a list of all of the transcripts that originate on a given chromosome, grouped by gene.  These transcripts are placed in a single query file and aligned to the source chromosome with the BLAT program.  Transcript quality standards are imposed at this step by requiring a 99% match of transcript to chromosome.  The alignment must also include 95% of the transcript.    
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BLAT results are parsed and the best hit for each transcript is selected.  The algorithm that selects the best BLAT alignment for each transcript considers many factors.  In general the longest alignment with the least gaps / indels is the best alignment.  In some cases, however, the algorithm must choose between alignments with roughly equal lengths / mismatch / gap characteristics.  In these cases, the algorithm considers the nominal gene location specified by NCBI Gene MapView and the location of other transcripts for the same gene.  The algorithm attempts to construct a gene model where all splice variants are mapped to the same general genomic location.
The GeneBuild process uses the transcript alignments to construct an internal object-oriented representation of a gene.  Each gene object contains a collection of variant objects which in turn contain collections of exon objects.  BLAT alignment blocks are parsed to find the start / stop position of exons in both transcript and genomic coordinates.  Generally each block represents an exon but occasionally single base mismatches or small indels will create blocks so a minimum chromosomal distance between blocks is required for exons.  The start position for each exon is specified in the qStarts and tStarts columns of the BLAT output.  The end positions are found by adding the related block length value to the start position.   Here is an example of BLAT block length, qStarts, and tStarts values for three transcripts aligned to human chromosome 2:
Transcript    Block_length          qStarts              tStarts

NM_004300    +  139,74,114,62,106,1057, 0,139,213,327,389,495,  254868,261865,262036,265139,266979,267226,

NM_007099    +  139,74,114,62,106,1057, 0,139,213,327,389,495,  254868,261865,262191,265139,266979,267226,

NM_001040649 +  139,74,445,             0,139,213,
             254868,261865,262036,

NM_004322    -  510,191,523,
      16,526,717,
             63793875,63795660,63808229,

BLAT provides 0 based alignments so chromosomal and transcript coordinates must be incremented by 1.  Also negative strand alignments are tricky.  The block length and tStarts lists must be reversed because the last element in the list is the first exon.  Also, the “starts” will actually be the genomic end position of the exon and the start position will be the tStart + block length.  For NM_004322 above, the first exon starts at 63808752 (last tStart + last block length) and ends at 63808230 (last qStart +1 for 0 based adjustment).

GeneBuild Step 5 – Process and Save Variants
After all splice variants of a gene are added to gene object in the previous step, additional processing steps are performed on the gene object and then it is saved to the database.  The additional processing steps include: exon numbering, sub-exon identification, conversion of coding position coordinates, selection of potential Nonsense Mediated Decay (NMD) targets, correction of missing UTR sequence, and removal of duplicate splice forms. 
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The transcripts in GenBank often contain exons not found in RefSeq transcripts.  For this reason, the Gene database cannot use RefSeq or exon numbering.  After all transcripts are added to a gene object, an exon number process is performed.  Alternate promoter, poly(A), acceptor, or donor sites can create different exon isoforms so the exon numbering process must allow for variation in exon start position in length.  The exon numbering algorithm sorts all exons by genomic location and numbers overlapping exons with the same exon number.  
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An important element of the Gene database is the start / stop position of the coding portion of transcripts.  Alternate splicing in the coding portion of a variant will alter its protein product and changes in the UTR regions may alter transcript regulation.   All position information in the Gene database must be converted into chromosomal coordinates to facilitate integration of various elements into a common reference frame for display and analysis.  Coding start/stop positions are converted to genomic coordinates by locating the exon containing the start or stop position any applying the following formula:

Plus Strand:


genomic position = exon genomic start + (transcript coding start – exon transcript start) 

Minus Strand:


genomic position = exon genomic start - (transcript coding start – exon transcript start) 

Nonsense Mediated Decay(NMD) is a cellular process by which transcripts with early stop codons are targeted for quick degradation.  Splice variants targeted for NMD will not produce a significant amount of protein product and so may be less important to some investigators splice variants that are not targeted for NMD.  For this reason, SpliceCenter identifies and visually distinguishes predicted NMD targets.  NMD targets are identified by reviewing each variant in the gene model.  If the stop codon for the variant is more than 50 bases upstream from the last exon junction, the variant is labeled an NMD target. [3]
 After NMD target identification, the build process constructs a splice graph from the gene.  Splice graphs summarize the splicing patterns of a gene in a consolidated graph structure where each node is a unique exon and the weighted edges represent observed splices [2,12].  
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As the splice graph is constructed, exons are merged into existing nodes when possible.  If a 3’ splice, 5’ splice, or poly(A) site of an exon conflicts with its related splice graph node, then a new node is created.  In this way, the final splice graph contains the minimum set of distinct exon isoforms observed in the transcript evidence.  This property of splice graphs is useful to the build process because it can be exploited to derive the sub exon structure of the gene and to correct UTR missing sequence issues.

Exons often have shorter or longer variants due to alternate promoters, alternate donor/acceptor  sites or alternate poly(A) sites.  A single consensus view of the exon composition of a gene including exon variation is useful for many tasks including accurate analysis of exon expression microarrays.  The sub-exon map produced by the Gene build process meets this need.  
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Figure 9: Sub-Exon Map

By scanning Figure 9 vertically, one can see differences in exon structure.  In this example, exons 1, 2, and 5 have no variation across the alternative splice forms.  Exon 3 has a long version and a short version caused by an alternate donor site.  Exon 4 has a normal size and an extended version including a stop codon and UTR region.  Finally, exon 6 has a short and long version caused by alternate poly(A) sites.  The sub-exon map shown below the variants presents a composite of observed exon isoforms and numbers them as <exon number>.<sub-exon number> (e.g. exon 6 has a sub-exon 6.1 and 6.2).
The build process generates a sub-exon map for each gene using the gene’s splice graph.  An iteration of the graph is performed to identify distinct start/end coordinates for each exon.  This list of start/end sites is then used to create and number the composite sub-exon structure.  The sub-exon data is written to a temporary data file for subsequent load into the mysql SubExon table.

In addition to sub-exon map generation, the build uses the splice graph to generate corrections for missing UTR sequence.    Transcripts included in the Gene database build contain the “complete coding sequence” but are not guaranteed to contain all of the 5’ or 3’ UTR sequence.  For example, in the ACP1 gene shown in Figure 10, the variation seen in the start position of exon 1 is likely due to missing sequence.  Similarly, there is a lot of variation in the 3’ UTR in exon 6.  Much of this is also due to missing sequence although there are some alternate poly(A) sites in this exon.
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Figure 10: Missing UTR Sequence in ACP1 Variants

The splice graph contains a node for each exon isoform.  The isoforms were constructed using observed splice sites and poly(A) sites.  These exon isoforms are used by the build process to add “predicted UTR” regions.  For example, if a transcripts 3’ exon does not end at a poly(A) site, a predicted exon is created using the best fit isoform from the splice graph.  The net effect of these predicted UTR segments is to smooth rough edges on the 5’ end of transcripts and to extend the 3’ end of transcripts to the nearest poly(A) site.  These corrections are important because they improve the effectiveness of subsequent de-duplication processing and provide a better basis for determining probe targeting of variants.
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Figure 11: ACP1 with UTR corrections (drawn as hollow rectangles)

The final data processing step performed on each gene object is variant de-duplication.  If two transcripts have an identical splicing pattern, one will be removed so that the Gene database will contain distinct splice variants.  An exon by exon comparison of Variant objects is performed to find and eliminate duplicates.  RefSeq sequences and sequences without mismatches are preferentially retained when deciding which variant to remove.
After all gene object processing steps have been completed, they are written to data load files for the Gene, Variant, Exon, and ExonPosition tables.  When all BLAT results have been processed, the load files are imported into the mySQL database.  Bulk file load into mySQL is much faster than iterative SQL inserts.  In addition to loading splice variant data into mySQL, the build writes the nucleic sequence and protein translation for each variant to FASTA formatted flat files.  The FASTA files are used by SpliceCenter utilities to for sequence searches to identify probe target locations.

To complete the build, the BLAT faToTwoBit utility is run on the nucleic FASTA file to compress the sequence data for use by BLAT.  Also, the Primer Match compress_seq utility is also run on the nucleic FASTA file to prepare a Primer Match database to support short oligo searches by SpliceCenter utilities. 

GeneBuild Step 6 – Protein Domain Mapping

A key new feature of SpliceCenter is its ability to provide some insight into the impact of alternative splicing on a gene’s protein products.  One way this is done is by showing the portion of transcripts that are associated with Pfam domains of known function. [11]  The GeneBuild application identifies Pfam domains in transcripts using the Position Specific Scoring Matrices provided by the Conserved Domain Database at NCBI. [7]  The PSSMs represent the patterns identified by Hidden Markov Models developed at Pfam to identify protein domains.  The BLAST utility formatrpsdb is used to create a database for RPS-BLAST from the PSSMs. 
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 The FASTA format file of transcript protein translations produced in the previous build step is searched using RPS-BLAST and the Pfam PSSM database to find protein domains.  Currently, an e-value cutoff of .01 is used when looking for Pfam domain matches.  The RPS-BLAST results are parsed to identify the highest scoring domain match for each region of the protein sequences (overlapping domains of lesser scores are discarded).  RPS-BLAST alignments indicate the position of domains in the protein sequence of the splice variants.  The Gene database is used to convert protein coordinates into transcript coordinates and then into genomic coordinates.  Finally, the Domain data and DomainReference data with descriptions of the domains is loaded into the Gene database.

Microarray database
The Microarray database contains probe target locations for common expression microarrays.  Identifying the genomic coordinates for probe targets is a computationally intensive process so SpliceCenter pre-computes these target locations.  The data in the Microarray database is used by interactive and batch SpliceCenter utilities to rapidly identify probes that target a gene of interest. Currently, this database contains target positions for Affymetrix, Agilent, Illumina, and ExonHit microarrays.     
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The Array table describes each microarray included in the database.  The Probe table indicates the gene targeted by each probe, whether or not the probe is a junction probe (crosses an exon boundary), and whether or not the probe is degenerate (cross hybridizes).  The ProbeAddress table contains the genomic target location of the probe (two rows if the probe is a junction probe).  The ProbeHit table identifies each variant targeted by the probe.
Microarray build process
The Microarray database is constructed by an automated process that is rerun when new genome builds or microarray platforms are release.  The build is based on the probe assignment pipeline developed for SpliceMiner[5] and requires the nucleotide sequence of the microarray probes in a FASTA formatted file.  
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The ArrayLoader process is a Java program that performs microarray probe target identification.  Run time parameters indicate the microarray probe sequence file, array target organism, and array name.  ArrayLoader uses BLAT to align the expression microarray probe sequences to the splice variant sequence data files created by the Gene build process.  As can be seen in Figure 14, short probes may cross exon boundaries and then cover just a fraction the BLAT database 11-mers making direct alignment to the genome very difficult.  For this reason, ArrayLoader aligns probe sequences to mature transcript sequences (splice variants) rather than genomic sequence.  

[image: image20.png]e Probe —25mer —_

i A

—t— I

n n 1 1




Figure 15: Alignment of probe to genome
The full set of microarray probe sequences is provided to BLAT and takes many hours to run for large arrays.  The BLAT results are processed by ArrayLoader to select the best hit per splice variant and SQL queries are then used to convert transcript coordinates of each hit into genomic coordinate.  The Gene database is used to find the exon(s) containing the transcript coordinates of the hit and the exon records are then used to determine the genomic coordinates of the hit.  Normally a probe sequence will align with multiple transcripts and have a variety of transcript coordinates but the hits will translate to the same genomic coordinates.  In the event that a probe maps to multiple exons, it is marked as a junction probe in the probe_type column of the probe table.  If a probe is complementary to more than 1 gene, it is marked as degenerate in the degen_flag column of the probe table.  Currently only full sequence matches are considered for cross hybridization.  In the future, 1 or 2 base mismatches will also be flagged for potential cross hybridization.
After the BLAST hits are processed and converted to genomic coordinates, the data is loaded into the Microarray database.  Probe data is loaded into the probe table as described above.  A single genomic address for each probe (two addresses if the probe crosses a junction boundary) is loaded into the ProbeAddress table.  This address is the one used by SpliceCenter utilities to display probe target location along with other genomic data.  A custom developed mysql stored procedure selects the best address for each probe.  Each transcript targeted by each probe is recorded in the ProbeHit table.  The ArrayLoad process may be run in parallel for different microarrays.

References

1. Altschul SF, Gish W, Miller W, Myers EW, Lipman DJ (1990). Basic local alignment search tool. J Mol Biol, 215:3, 403-10.

2. Lee C (2003). Generating consensus sequences from partial order multiple sequence alignment graphs. Bioinformatics, 19:8, pp 999-1008.

3. Lewis BP, Green RE, Brenner SE (2003). Evidence for the widespread coupling of alternative splicing and nonsense-mediated mRNA decay in humans. Proc Natl Acad Sci USA; 100:189–192.

4. Liu H, Zeeberg BR, Qu G, Koru AG, Ferrucci A, Kahn A, Ryan MC, Nuhanovic A, Munson PJ, Reinhold WC, Kane DW, Weinstein JN (2007). AffyProbeMiner: a web resource for computing or retrieving accurately redefined Affymetrix probe sets. Bioinformatics, 23(18):2385-90.
5. Kahn AB, Ryan MC, Liu H, Zeeberg BR, Jamison DC, Weinstein JN (2007). SpliceMiner: a high-throughput database implementation of the NCBI Evidence Viewer for microarray splice variant analysis. BMC Bioinformatics, 8:75.
6. Kent, WJ (2002). BLAT-the blast-like alignment tool. Genome Res, 12(4):656-664.
7. NCBI Conserved Domain Database, http://www.ncbi.nlm.nih.gov/Structure/cdd/cdd.shtml 

8. NCBI Evidence Viewer, http://www.ncbi.nlm.nih.gov/sutils/static/evvdoc.html.
9. NCBI GenBank, http://www.ncbi.nlm.nih.gov/Genbank/
10. NCBI RefSeq, http://www.ncbi.nlm.nih.gov/RefSeq/
11. Sanger Institue Pfam, http://pfam.sanger.ac.uk/ 

12. Xing Y, Resch A, and Lee C (2004). The Multiassembly Problem: Reconstructing Multiple Transcripts Isoforms From EST Fragment Mixtures.  Genome Research, 14: 426-441.

Gene





gene_id


chr


strand


chr_start


chr_stop


tot_exons


probe_type


symbol


degen_flag





Sequence





acc


nucleic_seq


protein_seq





1





Exon








exon_id


acc


exon_num


exname


refseq_num





1





1





Symbol





symbol


organism_id


gene_id





1





1..*





1





Variant








gene_id


acc


version


cds_trans_start


cds_trans_stop


cds_chr_start


cds_chr_stop


nmd_target





1





1..*





Probe





array


probe_id


probe_name


probe_type


symbol


degen_flag





Probe_Sequence





probe_id


sequence





1





ProbeAddress








probe_id


probe_chr_start


probe_chr_stop





1





1..*





Array





organism_id


name


intname


groupname


seqnum





1





1..*





1





ProbeHit








probe_id


acc


exon


probe_trans_start


probe_trans_stop





1





1..*





1





organism_id


name





Organism





1





gene_id


alias





Alias





0..*





1





1..*





exon_id


fragment_num


chr_start


chr_stop


trans_start


trans_stop


ex_type





ExonPosition








1





1..*





gene_id


exon_num


sub_exon_name


chr_start


chr_stop


pct





SubExon








1..*





Figure � SEQ Figure \* ARABIC �1�: UML Schema diagram of the Gene database.
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Figure � SEQ Figure \* ARABIC �3�: GeneBuild Step 1
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Figure 8: Numbering Exons – Transcript exons arranged by genomic location.
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Figure � SEQ Figure \* ARABIC �8�: Gene Splice Graph
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Figure � SEQ Figure \* ARABIC �13�: Microarray DB Schema





Figure � SEQ Figure \* ARABIC �14�: Microarray DB Build Process





 mySQL – Microarray DB








3. Query the Gene DB to convert transcript to genomic coordinates








4. Load Probe, Array, Hits, and ProbeAddress








1. Run: Array = Affymetrix HU Exon








Microarray Database Build Process
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Figure 12: GeneBuild Step 6





Symbol








Organism








mapview








gene2chr








gene2acc








3. Run RPSBlast to find domains in protein translation of mRNA.





Step 6: Protein Domain Mapping





 mySQL – Gene DB








 mySQL – Build Tables
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1. FTP the PSSM files for Pfam from CDD.





6. Load Domain Data into the database. 





2. formatrpsdb to make rpsblast database
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